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Abstract 
In this paper, we demonstrate there exists practical limits to the 
recoverability and integrity verification (non-malleability) of 
software with respect to time a property to the best of our 
knowledge not demonstrated previously; this in turn, implies 
practical limits to software security using current existing 
processing hardware. Non-malleability applied to software 
implies that it should be infeasible for an attacker to modify a 
piece of software, thus creating a software fault. Given the 
recoverability limitation, we demonstrate a quantifiable 
definition for secure software with respect to integrity/tamper 
resistance. 

I. INTRODUCTION 
Protection of data using secure encryption schemes is 

common however no practical counterpart currently exists for 
securing software applications while they execute. The threats 
to software in a hostile host environment include, but are not 
limited to, piracy, intellectual property theft, data theft, and 
malicious software such as buffer overflows, viruses and 
Rootkits. The cost of these threats is estimated in the tens of 
billions of dollars and the loss of hundreds of thousands of jobs 
annually [1]. Some quantifiably secure software 
transformations exist in the obfuscation domain based on 
pointer aliasing for example [5, 9] but none exists for integrity 
verification.  

There has been some work in the area of formal security 
definitions and models the basis for verify the security of 
public and private key cryptography and confidentiality; 
currently no formal definition or model exists for secure 
software. 

Our research is targeted at defining and developing secure 
software applications under an expanded threat model. Security 
has been traditionally defined by three basic components, 
confidentiality, availability, and integrity [1]. Availability and 
integrity have a wide overlap in the area of Fault Tolerance 
theory and much has been written about their positive 
relationship.  

The paper is organized as follows. We first present the 
security threat model and background material. This 
background includes various miscellaneous and formal 
software security definitions used as a basis for our paper. We 
then look at previous work demonstrating how fault-tolerant 
techniques can be used to enhance software security. For our 
contribution, we look at the limits of recoverability in fault 
tolerance given a security fault and attack. With this definition 
we can help to establish the malleability of an application or 
system. We look at how reliability testing methods can be used 
to establish a novel quantifiable security metrics in an area 

previously lacking in software security. Finally, we present our 
conclusions and future work.  

II. BACKGROUND 
In this section we start off with several basic definitions 

related to fault tolerance and secure software. This is followed 
by relevant previous work done in the area of fault tolerance 
and security.  

A. Security Threat Model 
We make no assumptions on any restrictions that may 

apply to an adversary. We assume an attacker will use any 
means at his disposal to achieve his final goal. The attacker 
may have control of the network, be involved in industrial 
espionage, an insider attacker such as a disgruntled or corrupt 
employee [2, 6], a network attack, or government sponsored. In 
other words an attacker may use any means at his or her 
disposal, including, but not limited to physical intrusion (such 
as break and enter), social engineering, Malware, or other, to 
introduce his or her attacks.  

We assume the attacker to have access to the best and latest 
software and hardware attack tools, to be expert in reverse 
engineering (reverse engineering provides the basis of most 
software attacks). Further, he/she has access to as many 
resources, human and other, as is feasible to achieve his or her 
goals. We also make no assumptions about their motives, only 
that any attack is feasible, and is possible. We can however, 
break up attackers into different classifications based on skill, 
intent, and resources available.  

B. Key Ideas and Assumptions 
• Our security model is focused on the dynamic and not the 

static state of an application. We define the static state of 
an application as that which exists on persistent storage 
media, such as a hard drive or USB key. In this state an 
application is much like any other digital data. Some 
protection schemes such as encryption, along with 
sufficient key management and a special loader, can be 
quite effective. Static security is not sufficient since 
applications often require a transformation that exposes 
the underlying application’s vulnerabilities. Encrypted 
data for example, will not run on most processors; it 
needs to be transformed (decrypted) into machine code 
before it is loaded into memory and executed. Other 
software protection techniques, such as Landi’s pointer 
[5] aliasing implemented by Wang [9], rely on its 
complexity in the static state and too, are vulnerable at 
runtime. The dynamic state of an application and its 
associated security and fault tolerance methods includes 
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all machine code, processes state, data, memory, files, 
and any other resources utilized by an application at 
runtime.  

• A Hostile Host [9] assumes the application under attack, 
and specifically the software known as the operating 
system kernel, is provided no protection from any 
external source such as virus scanners, hardware, etc. The 
kernel or its supporting modules and applications are 
vulnerable to or may be attacked from other applications, 
hardware (such as inline circuit emulators), remote 
attackers, debuggers, disassemblers, emulators such as 
virtual machines, etc.  

• Let β be the property that an attacker can, at any instant 
in time, t, determine the exact point of execution for a 
given program. We will start by first explaining the 
significance of this assumption. We then demonstrate 
how an attacker might realize such an assumption and 
will look at the implications if this assumption is relaxed. 

The β property means an attacker can pinpoint the 
location where the processor’s program counter is at any point 
in time. We will see how this is used in recoverability and 
security shortly. Metaphorically, we might imagine a scenario 
where a marathon runner is trekking through a convoluted 
maze in a city with a dynamically path. The attacker in this 
situation needs to know a-priori, exactly where that runner is at 
any point in time so he can, at his discretion, put his foot out to 
trip up the runner. We can thus see that if an attacker knows 
exactly where the runner is at all times, then his probability of 
success, given he sticks is foot out, is 100%. Conversely, if the 
attacker does not know where the runner is and he randomly 
sticks out his foot, then the attacker’s success becomes 
probabilistic. This probability increases if the attacker has some 
ability to calculate and predict the runner’s future location.  

In the case of an application, we assume the attacker having 
the β property, can change the path of execution, corrupt the 
code or data, or even change instructions executed by an 
application running on a processor. As with the runner’s 
example, if the attacker does not know the application’s exact 
point of execution, then the chance of a successful attack is 
also probabilistic. In both application cases we observe that the 
BSS, data, stack, and heap are stored in static locations, so 
attacking these components in an application would appear to 
be much easier. The attacker however, still must know exactly 
when and how the data is being accessed by the code.  

The β property may seem like an unrealistic expectation 
given the attacker would appear to necessarily need to be able 
to reverse engineer the target application under attack 
(potentially in real time) and given the current and potential 
future state of software protection counter measures such as 
obfuscation, tamper resistance, and anti-debug. The attacker 
would for example, have to be able to deal with issues such as 
pointer aliasing (as will be pointed out shortly). There are 
however, other approaches determining an application’s exact 
point of execution within a piece of code, that can be taken by 
an attacker and that do not require an explicit understanding of 
the code. 

We demonstrate that an attacker can realize the β property 
with a couple of realistic scenarios. First, an attacker could use 
an instrumented simulator. A simulator such as [7] is a 
software application that is able to exactly or approximately 
simulate physical execution environment of a conventional 
silicon processor. The down side to this approach is however, 
speed of execution. A simulator will run at speed orders of 
magnitude slower that real hardware but, an attacker potentially 
has complete control of the application’s execution 
environment. For this example, the attacker could write a hook 
into the simulator’s code that accesses the program counter 
(the component in a processor that is the focal point of the 
processor’s execution). Given the β property, an attack can 
also disassemble and reverse engineer any surrounding code 
for a given time, t.  

The Field Programmable Gate Array (FPGA) is another 
readily accessible approach that can be used by an attacker. 
FPGAs are often referred to as soft hardware as they 
implement the gates and logic of hard silicon; the difference is 
that FPGA’s can be reprogrammed whereas silicon processors 
cannot. FPGAs run much faster than software simulators, 
roughly only an order of magnitude slower than regular 
silicone processors. This technology is often used for 
prototyping and testing, where the cost of producing a faulty 
component is much lower than producing a mill run of hard 
silicone processors. In the embedded world it is not uncommon 
for complete processor cores to be made available to 
developers. Again, these cores can in turn, be instrumented to 
allow the attacker access to the program counter. 
C. Non-Malleability and Integrity 

There has been a substantial amount of work in the area of 
provable security and definitions such semantic security, non-
malleability, and indistinguishability developed by 
Goldwasser-Micali, and Dolev which appears in [3], for the 
security of public and private key encryption algorithms. These 
definitions are potential useful in formally defining secure 
software. For example, we would like to have some way of 
quantifiably defining a piece of software’s ability to resist 
spurious errors due to memory corruption or tampering by a 
malicious attacker such as a virus or a human attempting to 
modify the application. 

For this paper, we explore how non-malleability definition 
be applied to the secure software domain and how fault 
tolerance methods might be used to create a practical method 
of testing (discussed later) for non-malleability. 

Non-Malleability Definition: For sufficiently large n, it 
should be infeasible for an attacker to modify a plaintext 
message (such as code or data) in a meaningful controllable 
manner by modifying the corresponding ciphertext (for 
protected code or data) [3]. For example, the probability that 
an attacker can deliberately modify a piece of ciphertext (fault 
tolerance application) in a pre-defined manner, to change the 
behaviour of value, respectively of a function fi or data di in 
ciphertext c, is negligible.  

Non-malleability addresses one of the more significant 
threats in software. If an attacker can modify or tamper with 
the software in some significant manner then she may be able 



change the behavior of the software for malicious intent or to 
extract valuable proprietary code. For example, an attacker 
should not be able to perform a branch jamming attack. 
Similarly, the attacker must be able to place a Trojan into a 
host application such that the software maintains its outward 
functionality while performing some covert activity [4]. 

Many times, however, an attacker will test randomly or 
opportunistically for an application’s vulnerabilities, without a-
priori knowledge of what vulnerabilities may exist. Once the 
attacker has discovered a specific vulnerability then she will 
construct a deliberate attack. With software data, the goal of a 
malleability attack may be to locate and change the value of a 
key or security state. Another malleability software attack 
might attempt to alter the logon procedure to allow an attacker 
to access a resource, whether or not an attacker has presented 
the correct credentials.  

In order for an attacker to tamper with the software, she 
would normally be required to make use of tools such as 
debuggers, disassemblers, and emulators. For a debugger to run 
on an X86 processor, for example, it must inject a debug 
instruction into the current execution stream. If this is a hostile 
attack then this injected instruction constitutes a violation of 
integrity and must be resolved accordingly.  

What if an application is running and a spurious non-
malicious error should occur, such as a bit flip due to memory 
error? It is conceivable under the circumstances that a login 
procedure’s test value might change from false to true. Our 
non-malleable fault-tolerant/security definition is not sufficient 
in this case since there is no attack nor was the problem 
deliberate. As such, we need to extend our definition to say that 
an executable should be able to detect and act accordingly to 
any and all deliberate [by an attacker] or unintended changes 
to an executable’s code or data.  

As noted above, the notion of integrity and non-malleability 
must cover much more than the static image of an executable 
stored on a hard drive; the dynamic run-time image, the stack, 
and heap in the current processing environment must also be 
protected from any unintended changes. This integrity testing 
must be an ongoing process, not just a measure taken at start 
up, to avoid the possibility of corruption during processing. 

 III. TESTABLE SECURITY 
Software may exist as simple applications or complex 

systems; it normally exists in two distinct states, static and 
dynamic. In the static state the application is stored in a non-
executing state on a hard drive and is much like any other piece 
of data. It has no ability to protect itself and the use of a 
cryptographic checksum, is often the primary means of 
checking for integrity against a deliberate attack or simply 
corruption.  

In its dynamic state an application’s executable code and 
data are loaded into memory and run by a microprocessor(s). 
In this state we assume the application to exist in a Hostile 
Host environment. What we would like to know is how to 
define the limits of an application’s ability to defend itself, 
effectively what is the malleability of an application and its 
ability to recover, with respect to time. 

In hardware we can establish the reliability of a system by 
running the actual system for a period of time and counting the 
number of faults that occur to establish its reliability and 
availability. For example, we look at the total number of hours 
or miles that a particular model of jetliner has flown versus the 
number of crashes and we can establish a quantitative metric 
for the safety of that model of airliner.  

With software we would like have a similar metric for the 
ability of an application, such as an operating system, to resist 
modification or tampering, by say a piece of Malware such as a 
virus or rootkit. The non-malleable security property states that 
it should be infeasible for a polynomially bounded adversary to 
be able to modify a piece of software in any meaningful 
manner. In practical terms we would like to know that our 
software was safe from a reproducible threat for a specific 
period of time, thus establishing an analogue to the mean time 
to failure (MTTF) given we ran the software through a series of 
tests for a period of time.  

Suppose for example, we ran our application under attack, 
where the attack consisted of modifying a random bit or series 
of bits at random or periodic time intervals until the software 
met a certain threshold or failed, providing a sort of 
probabilistic non-malleability security test. We could run this 
test in parallel with many computers to increase the value of 
the test. The actual test would have to be engineered based on 
certain criteria but we would then be able to establish a 
quantifiable measure of security to a given piece of software.  

There are a number of factors that would need to be 
considered in this test. A typical running application is made up 
of a number of different types of data. There is executable 
code, configuration data stored in a static file(s), dynamic run 
time addresses, relocation addresses for libraries embedded in 
the run time code, and static and dynamic variable values. It 
may be fairly easy in principle, to establish whether static 
executable code or variable values have been modified, either 
deliberately or otherwise. It is more problematic, however, to 
establish whether an address or stack value has been modified 
by an adversary, be it human or Malware.  

There are some types of data that may not be checkable in 
any practical manner. For example, research [5] has shown that 
statically determining the values of addresses with two or more 
levels of indirection is a hard problem.  

The integrity testing of the text section for example, is not 
as straight forward as it might appear. Relocateable addresses 
are linked into the application’s memory at runtime, usually 
when the application is first started up. Our verification code 
must be able to identify and validate these dynamically 
allocated addresses, as malicious code such as a Rootkit may 
attempt to substitute the address of a library routine with one of 
it own malicious routines. We must also be concerned with the 
frequency that the Rootkit attempts to alter our application. 

IV. PRACTICAL LIMITS TO RELIABILITY AND 
RECOVERABILITY 

In this section we will demonstrate that there is a practical 
upper bound, given today’s processors, in achieving fault 
tolerant recovery to a security attack in software with respect to 



time. For the examples that follow we define the following 
variables. Let: 

• F be the Frequency of our microprocessor in clock ticks. 
• A be the Frequency of our Attack in clock ticks. 
• S be our target Application executable module Under 

Attack (AUA). We normally assume the verification 
code, c, is embedded in application S, but we will keep 
these as distinct entities for the following examples.  

• c is our reliability/integrity checking code. I.e. the 
executable module that is checking for any tampering 
of data or code in S or itself. 

• |S|, |c| be the number of clock ticks required to execute 
each instruction in modules S and c respectively. 

• M be our AUA’s working memory consisting of the 
stack, heap, BSS, etc.  

• W is the amount of work required, in clock ticks, to 
locate, verify, and correct any errors in S, c, and M.  

• Po and Pf be the probability of operation and failure 
respectively. 

• For the following examples we make the following 
assumption. Our attacker knows a-priori, exactly 
which bit(s) to flip or corrupt in the AUA in order to 
achieve his/her objective/attack. This is a reasonable 
assumption and is the result of him/her previously 
studying and planning their attack. This assumption 
would be premised on the ability of attacker to 
successfully reverse engineer the code in order to plan 
the attack. 

We will assume for this example that we are only 
concerned with our application as it is mapped into and running 
in dynamic memory, i.e. RAM. We can divide dynamic 
memory into 2 sections. The first contains our AUA that is 
mapped into memory, in other words the parts of the static 
image stored on disk that are either copied or mapped into 
memory along with all relocation patches to the binary image, 
as described above. The second section consists of the working 
memory as defined by M. For the following example we will 
disregard the effects of caches. Different types of memory have 
different latencies (how many clock ticks that must transpire 
before a processor can access its contents). Main memory is 
typically relatively slow and can take several dozens of clock 
ticks to access. Smaller but faster cache memories take 
advantage of the locality effect. Executables usually consist of 
small tight loops of code and data that can be stored in cache 
and processor registers can usually be accessed in a single 
clock cycle. The problem of dealing with different cache and 
memory speeds is further exacerbated by cache flushing and 
coherency issues with multiple processors. For this paper 
however, we will simply assume that all memory is accessed in 
just a single memory cycle. In the real world we might want to 
be more conservative and assume all memory is accessed with 
a minimum latency of some constant, z, number of clock 
cycles, where z was the maximum or the average of all 
memory latencies for the system being evaluated.  

Given the attack model for our reliability test (discussed 
above in the previous section), we said that we would like to 

randomly (in time or space) perturb bits in our application. 
Irrespective of which specific bits, we would like to know what 
the practical limit is for recoverability with respect to time.  

Suppose for example our processor ran at F = 100 MHz 
(executing one instruction every 100 millionth’s of second 
clock tick) then, at what frequency could we attack our 
application beyond which we are guaranteed our application 
cannot recover? In this case recovery may be with respect to a 
complete crash of the application (for example a word 
processor or an operating system), a DOS, or it may be 
corruption of data or code such that we can no longer trust our 
application. Suppose we could corrupt one or more bits every 
clock cycle. This would mean that our application would need 
to be able to simultaneously locate and correct the corruption 
while continuing to execute the AUA in only one clock tick, 
for any and every clock tick. Since one instruction per clock 
tick constitutes the smallest divisible amount of work for a 
processor, it is clearly impossible for the application to 
simultaneously run our AUA, locate, and correct a fault at the 
same time under the same instruction. Thus: the probability of 
recovering from a failure while executing our AUA and self 
checking code is equal to 0, given the ratio of the attack 
frequency divided by the frequency of our processor is equal to 
1, i.e. the probability of failure is 100%. Thus, the probability 
of failure of S and c given our attack frequency is equal to the 
processor frequency 100%.  That is, 

Pf( S ∩ c | (A/F = 1 and β) ) = 1 
What if we could supply an arbitrary number of processors, 

p, to run in parallel to assist in processing c to determine if 
there was any corruption in S, could this help? Let us assume 
that c was a very simple piece of code with only 5 instructions, 
such that our checking code consisted of the set of sequential 
instructions, c = {a, b, c, d, e}. The maximum / optimum 
number of processors would be p = |c| = 5, where each 
instruction, ci, was executed in parallel by a separate processor, 
pi. Thus, our entire code c could be executed in one clock 
cycle. In realty however, the results of each instruction ci, is 
usually dependent on the previous instruction, ci-1, for i > 1. We 
can see this dependency in the expression y = (x+3)*7+(6*c)2, 
where precedence will also force an order of evaluation. 
Additionally, each processor pi, would have to simultaneously 
share the results of each instruction at time t, with the next 
processor, pi+1, at time t, so that pi+1 could execute the 
following instruction ci+1 at time t + 1 = t (i.e. in the same clock 
cycle) and this is clearly impossible. Thus we conclude that: 

Pf( S ∩ c | A/F = 1 and p = |c| and β) = 1 
Now suppose that the frequency of our attack is several 

orders of magnitude less in scope, such that A/F = k < 1. 
Would it still be possible to guarantee our application still 
could not survive an attack? Suppose |S| = 10k, a small 
application by today’s standards in general purpose computing 
environments; this is not small for applications running in 
embedded environments, which far outnumber general purpose 
machines (such as the personal laptop). If we assume for 
simplicity that the size of c is negligible, 0 bytes for this 
example, then in order for c to be able to detect an error it must 
scan |S| bits, perform its integrity calculations in order to detect 
and locate the error, then correct or otherwise deal with the 



error. Further, our fault detection code must also scan an 
additional |M| bits of working memory to verify the data 
located in the stack, help, etc.  

We would like to show that for some constant k less than or 
equal to a certain value that it is impossible to guarantee any 
possibility of recovery from some error. Conversely, for any k 
above a certain arbitrary value could, with some quantifiable 
probability, recover from an error, given A. In other words if 
our attack frequency is less than the ration of the amount of 
work required to keep our application running reliably divided 
by the processor clock frequency then there is some probability 
of success. This means that we must allow sufficient time for S 
and c to operate successfully. That is, 

Po(S ∩ c | W/F = A < k and β) > 0 
Let (W + S)/F = L be some level of performance such that 

the quality of service (QOS) acceptable for application S. This 
QOS will be a function of the processor speed and the 
complexity and purpose of the application. In hard real time 
applications where missing a deal line can be catastrophic; 
QOS is very much a quantifiable and objective measure. The 
QOS will vary from domain to domain but will be especially 
important with safety critical application. In soft real time 
applications QOS is often a matter of subjective preferences, so 
we shall consider this area beyond the scope of this paper. Our 
scenario also implies that c should be able to deal with all the 
complexities of verification of such things as dynamic 
variables, identified above. We can quickly see that for a 
relatively complex application that consumes only a hundred 
megabytes of memory and given a processor that runs at only a 
few Gigahertz, S will be guaranteed not to be able to recover 
given an attack frequency of less than a Kilohertz. In other 
words if we divide the amount of work to verify and correct 
any errors in W by the frequency of a typical processor we can 
see that the maximum frequency of attack is substantially 
slower than we might expect for a fast processor, thus a DOS 
attack, is theoretically and practically quite achievable. 

The recovery property also must also hold that any attack 
on a group of bits cannot happen with such frequency that we 
are corrupting a previously checked bit before we have 
completely checked all the bits in the group. The verification of 
S and W must ostensibly be done in one atomic operation since 
it is conceivably possible for an attacker to corrupt the ith bit 
while checking the jth bit, ∀ i < j. Since atomic verification and 
operation is impossible, even if we add an arbitrary number of 
processors to assist (as shown above), then they must further 
refine the maximum attack frequency, beyond which we are 
guaranteed not to recover. In practical terms we must allow 
enough time to verify, locate, and deal with any errors in S, M, 
and c, while still allowing enough clock cycles for our 
application S to function with reasonable performance. 

According to the Nyquist Theorem (the sampling rate must 
be at least 2fmax, or twice the highest attack frequency 
component) in practical terms A’s maximum frequency can 
happen at most X = 2 * L in order to guarantee any possibility 
of recovery.  

The probability of S operating reliably with recovery given 
the frequency of A > X is equal to zero. In other words, the 

upper bound for measuring the reliability of S given A is A ≥ 
X. Thus: 

Po(S ∩ c | A < 2 * L and β) > 0 
This model now gives us an initial means to place a 

quantifiable measure of integrity given constraints cited above. 
In practical terms we note our testing code would have 
operated in a protected environment such as exists in secure 
processors.  

V. CONCLUSIONS 
In this paper we have shown that there exists the possibility 

that fault tolerant methods can actually be used to diminish the 
security of an application if they are not used correctly.  

We have also demonstrated that it is possible to provide a 
quantifiable definition and measure of security with respect to 
integrity verification of an application in its dynamic state, 
which has not been previously seen in software integrity and 
tamper resistance methods [8]. If we consider an average 
application of a few hundred kilobytes in size, using a couple 
of hundred megabytes of working memory, and running on a 
3GHZ processor, we can see given our model described above, 
that the practical limit of an fault tolerant application to recover 
from attack and still remain secure is indeed limited in current 
modern processing environments. Such a scenario as this 
would at best provide a very limited guarantee of security and 
would be far from infeasible for an attacker to compromise. 
Finally, we feel this limit will be of practical use for company’s 
guaranteeing limits to security in a commercial application. 
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